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Abstract

This technical note presents AI Space as a geometric motivation for studying the evolution of
language-model behavior, and reports a preliminary sentence-embedding-space probe inspired by
that framework. The empirical component is intentionally narrow: structured prompt families
were used to generate model outputs, those outputs were embedded into 768-dimensional sentence
embeddings, and the embeddings were projected with a local principal-component pipeline. SEM-
BASE-01 contains 30 runs across multiple prompt framings, while SEM-ISO-01 contains 50 runs
under a semantically isolated prompt condition. The supplied figures show response-style clusters
for SEM-BASE-01 and a more diffuse projected region for SEM-ISO-01. These observations are
preliminary proxy evidence only. They are projection-dependent and do not constitute hidden-
state analysis, intrinsic manifold recovery, causal validation, hallucination-region mapping, or
safety /governance readiness.

Keywords— Al Space; sentence embeddings; PCA; representation geometry; prompt responses;
interpretability; reproducibility; technical note
1 Introduction

Large language models exhibit context-sensitive behavior that is difficult to summarize with local
output inspection alone. Mechanistic interpretability has developed tools for circuits, attention
heads, activation patching, and layer-specific mechanisms. The AT Space framework proposed by
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the author is complementary in spirit: it motivates thinking about model behavior as movement
through a high-dimensional representation space.

The present article does not attempt to validate that broad framework. It reports a limited,
reproducible sentence-embedding probe that asks a narrower question: do structured prompt families
produce reproducible clusters in a projected embedding space, and does a reduced-variation prompt
condition produce a more diffuse or collapsed projection? The current experiment uses output-level
sentence embeddings as a proxy for internal activation geometry. No hidden-state tensors, token-level
activations, or causal interventions are collected or analyzed here.

The contribution is therefore a Technical Note rather than a full interpretability system paper.
It preserves the author’s Al Space motivation while keeping the empirical claim close to the supplied
evidence: sentence-embedding projections can display stable response-style structure under controlled
prompting.

2 Conceptual Background: AI Space

For a transformer with L layers, let X, denote a sequence-level activation state at layer £. A
schematic layer update may be written as

X, = Fy(Xy_1:0).
(t)

Token-level states x,” may be considered projections or components of this sequence-level state. In
the AI Space picture, one may heuristically organize layer-indexed representational states as

L
S=||RrR%
=0

This notation is used as a conceptual framework, not as a theorem. The present manuscript does not
establish a topology, metric, atlas, or smooth manifold structure for transformer activations. Terms
such as “worldline,” “activation-state trajectory,” “region,” and “attractor-like” are therefore treated
as motivating language for future hidden-state work unless directly tied to the sentence-embedding
experiment reported below.

bOANYY

2.1 Operational Features

The original AT Space manuscript describes several operational geometric features: high-density
regions, attractor-like regions, repulsive regions, high-entropy zones, and transition corridors. In
the present Technical Note these should be read as proposed analysis categories. The sentence-
embedding probe can motivate such categories, but it does not measure entropy zones, transition
corridors, or dynamical attractors in the hidden-state sense.

The same restriction applies to DP-VIS-01, the author’s proposed read-only visualization
architecture. Its components—data extraction, projection, trajectory playback, and interactive region
inspection—are treated here as future tooling concepts. The current empirical result is limited to
static output-embedding projections.

3 Empirical Probe Design

The empirical probe uses sentence embeddings of generated outputs as a practical proxy surface
for studying prompt-induced response geometry. Each run produces a prompt, a generated text
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output, an embedding vector, metadata, an evaluator-model behavior label, and downstream PCA
coordinates.
Two probe suites were supplied:

« SEM-BASE-01: 30 runs across multiple conceptual prompt framings.
e SEM-ISO-01: 50 runs under a single conceptual framing intended to reduce semantic variation.

The comparison is intended to contrast structured prompt variation with a more semantically
isolated condition. The observed clusters should be read as embedding-space clusters or response-style
clusters, not as direct hidden-state regions.

4 Verification Pipeline and Public Artifact Scope

The published figures were generated with the author’s private local PCA and plotting pipeline,
which was supplied to GFJ for editorial verification. The author has confirmed that this private
runner, PCA, plotting, and export pipeline is not authorized for public release at this stage.

The author-confirmed run environment used qwen2.5:0.5b as the generator model, a locally
installed 11ama3:latest evaluator model, and nomic-embed-text for 768-dimensional embeddings,
all through an Ollama backend. The probe generation temperature was 0.7, the evaluator temperature
was 0.0, and no explicit seed was set in the final runs. Exact local model identifiers are retained in
the editorial record rather than published as public artifacts.

The imported public repository is listed as the Al Space reproducibility repository. The author
has confirmed that this repository is intentionally limited to a lightweight illustrative package: three
public scripts, a requirements file, placeholder prompt files, and a high-level README. It is not the
pipeline used to generate the published figures and should not be read as a complete independent
reproduction archive.

Component Author-confirmed status Public availability

Probe execution qwen2.5:0.5b via Ollama; gen- Model-family and sampling settings re-
eration temperature 0.7; no ex- ported; run logs are not public artifacts.
plicit seed

Behavior labeling Locally installed 11ama3:latest Exact local identifier retained in the edito-
evaluator with temperature 0.0  rial record.

Embedding extraction nomic-embed-text; 768- Embedding arrays are not public artifacts.
dimensional vectors reported

GFJ figure pipeline Private PCA implementation Private runner/PCA /plotting pipeline is
used for the published figures editorial-only.

Public minimal repo README, requirements, three Illustrative public resource, not a complete
public  scripts, placeholder reproduction archive.

prompt files

Table 1: Pipeline components and public artifact status.

5 Results

5.1 SEM-BASE-01

The SEM-BASE-01 projections show separated response-style regions in the first two and first three
principal components. The visible structure is consistent with the narrow claim that structured
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prompt families can yield separable sentence-embedding clusters under this local pipeline. The
figure colors reflect behavior-classifier labels, not independently verified mechanistic states.
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Figure 1: SEM-BASE-01 2D PCA projection. Points are 768-dimensional sentence embeddings of
model outputs projected to PC1 and PC2. Colors reflect behavior-classifier labels in the supplied
figure. The plotted structure is projection-dependent and should be read as an embedding-space
projection, not an intrinsic manifold.
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SEM-BASE-01 — PCA Manifold (Semantic Mode x Contextualization Depth x Stylistic Drift)
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Figure 2: SEM-BASE-01 3D PCA projection. The three-dimensional view shows separated projected

response-style regions across PC1, PC2, and PC3. Axis names in the figure are interpretive labels
for principal components, not intrinsic semantic coordinates.

5.2 SEM-ISO-01

The SEM-ISO-01 projections show one more diffuse embedding region under the semantically isolated

prompt condition. This supports the narrow preliminary observation that reducing prompt-framing
variation can reduce visibly separated projected structure in this embedding-space probe.
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Figure 3: SEM-ISO-01 2D PCA projection. Points are sentence embeddings of model outputs under
a single conceptual framing, projected to PC1 and PC2. The projection appears diffuse relative to
SEM-BASE-01 and does not show the same separated response-style regions.
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SEM-ISO-01 — PCA Manifold (Semantic Mode x Contextualization Depth x Stylistic Drift)
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Figure 4: SEM-ISO-01 3D PCA projection. The three-dimensional view is consistent with a diffuse
projected embedding region under the isolated prompt condition.

6 Quantitative Status

The original manuscript describes explained-variance checks, shuffled-label baselines, seed-stability

checks, bootstrap resampling, silhouette scores, centroid stability, and evaluator cross-checks. Those
diagnostics are appropriate for the final record, but their numerical values should be generated from
citable artifacts rather than reconstructed from rendered figures.

For this Technical Note, the public-facing quantitative claim is intentionally limited to the
observed sample sizes and the qualitative structure visible in the supplied projections: SEM-BASE-01
contains 30 runs and shows separated projected response-style regions, while SEM-ISO-01 contains
50 runs and shows a more diffuse projected region. The author-confirmed public artifact set does

not include run JSON files, embedding vectors, PCA coordinate outputs, cluster exports, command
logs, model hashes, or numerical validation metrics.
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7 Claim Status

Claim

Status

Comment

Structured prompts produce separable sentence-
embedding clusters in SEM-BASE-01

SEM-ISO-01 produces one diffuse embedding region

Sentence embeddings are a proxy for hidden-state
geometry

AT Space worldlines describe internal activation tra-
jectories

Hallucination-prone geometric regions can be

mapped

DP-VIS-01 safety/governance use

Preliminary empirical re-
sult

Preliminary empirical re-
sult

Methodological assump-

tion

Conceptual framework /
future hidden-state work
Future protocol, not
shown here

Proposed application, not
validated here

Supported by supplied
PCA projections; nu-
merical values require
archived coordinates.
Supported by supplied
PCA projections;
merical values require
archived coordinates.
Useful as a surface-level
proxy, but not equivalent
to hidden-state tensors.
Not tested by the present
sentence-embedding ex-
periment.

Requires  task-labeled
failure data and hidden-
state or validated
embedding diagnostics.
No operational
safety-monitoring or
governance-readiness
claim is made.

nu-

Table 2: Claim-status discipline for the present Technical Note.

8 Limitations

The present study has several important limitations:

o small sample size: 30 SEM-BASE-01 runs and 50 SEM-ISO-01 runs;

e a single local probe model;
e one embedding model;

e PCA-only empirical visualization;

e no hidden-state tensors or token-level activation trajectories;

e no causal, mechanistic, or intervention-based validation;

e possible prompt-template and output-length confounds;

e behavior labels generated by an evaluator model rather than independent ground truth;

e absent public run artifacts for independent recomputation of quantitative metrics.

Gauge Freedom Journal 1(1), Article 005 (2026)



9 Discussion and Future Work

The current result is best read as preliminary proxy evidence that structured prompt families
can produce reproducible, projection-dependent clusters in sentence-embedding space. It does not
validate Al Space as a formal manifold theory and does not demonstrate hidden-state worldlines,
activation attractors, hallucination regions, or deployable safety monitors.

The next technical step is to replace output-level sentence embeddings with token-level hidden-
state tensors collected across model layers. That would allow direct construction of layer-indexed
activation trajectories and a sharper test of the AI Space worldline hypothesis. Further work
should also include multiple models, exact model hashes, larger prompt suites, quantitative cluster
validation, output-length controls, nonlinear projections, cross-layer alignment, repeated evaluator
labels, and task-labeled failure-mode datasets.

10 Code, Data, and Supplementary Materials

The public minimal repository is the Al Space reproducibility repository. The public reproducibility
materials are intentionally limited to the minimal illustrative package authorized by the author.

The supplementary package prepared with this article contains methods/provenance notes
derived from the original consolidated manuscript and an artifact manifest. The private PCA,
runner, plotting, and export pipeline used for editorial verification and figure generation is not
authorized for public release.
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